
James-Stein Estimation and Ridge Regression

CASI-Chapter 7

Seminaris GRBIO, 2021

1/33



Club de Lectura

Date Chap Title Speaker
23/2 7 James–Stein Estimation and Ridge Regression Ferran Reverter
13/4 6 Empirical Bayes Alex Sánchez
8/6 ? To be announced Jordi Cortés
6/7 19 Support-Vector Machines and Kernel Methods Dani Fernández

2/33



Table of Contents

1. James-Stein Estimation

2. Ridge Regression

3. Indirect Evidence

3/33



1. James-Stein Estimation



Introduction

� If Fisher had lived in the era of “apps,” maximum likelihood estimation
might have made him a billionaire.

� Maximum likelihood provides nearly unbiased estimates of nearly
minimum variance, and does so in an automatic way.

� Maximum likelihood estimation has shown itself to be an inadequate and
dangerous tool in many twenty-first-century applications.

� Unbiasedness can be an unaffordable luxury when there are hundreds or
thousands of parameters to estimate at the same time.

� The James–Stein estimator made this point dramatically in 1961, and
made it in the context of just a few unknown parameters, not hundreds or
thousands.

� It begins the story of shrinkage estimation, in which deliberate biases
are introduced to improve overall performance, at a possible danger
to individual estimates.
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Introduction

Bayesian statistics also makes good use of the normal family. It helps to begin
with the univariate case x ∼ N(µ, σ2), where now we assume that the
expectation vector itself has a normal prior distribution N(M,A)

µ ∼ N(M,A) and x |µ ∼ N(µ, σ2)

Bayes’ theorem and some algebra show that the posterior distribution of µ
having observed x is normal,

µ|x ∼ N(M +
A

A + σ2
(x −M),

Aσ2

A + σ2
)

The posterior expectation µ̂Bayes = M + A
A+σ2 (x −M) is a shrinkage estimator

of µ. If, say, A equals σ2 then µ̂Bayes = M + x−M
2

is shrunk half the way back
from the unbiased estimate µ̂ = x toward the prior mean M, while the posterior
variance σ2/2 of µ̂Bayes is only one-half that of µ̂. (Chapter 5).
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The James–Stein Estimator

Suppose we wish to estimate a single parameter µ from observation x in the
Bayesian situation

µ ∼ N(M,A) and x |µ ∼ N(µ, 1) (1)

in which case µ has posterior distribution

µ|x ∼ N(M + B(x −M),B) B = A/(A + 1)

where we take σ2 = 1 for convenience. The Bayes estimator of µ

µ̂Bayes = M + B(x −M)

has expected squared error

E
(
(µ̂Bayes − µ)2

)
= B (2)

compared with 1 for the MLE µ̂MLE = x ,

E
(
(µ̂MLE − µ)2

)
= 1

If, say, A = 1 then B = 1/2 and µ̂Bayes has only half the risk of the MLE.
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The James–Stein Estimator

The same calculation applies to a situation where we have N independent
versions of (1)

µ = (µ1, ..., µN)′, and x = (x1, ..., xN)′

with
µi ∼ N(M,A) and xi |µi ∼ N(µi , 1) (3)

independently for i = 1, 2, ...,N. Let µ̂Bayes indicate the vector of individual
Bayes estimates µ̂Bayes

i = M + B(xi −M),

µ̂Bayes = M + B(x −M) M = (M, ...,M)′ (4)

and similarly
µ̂MLE = x
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The James–Stein Estimator

Using (2) the total squared error risk of µ̂Bayes is

E
(
||µ̂Bayes − µ||2

)
= E

( N∑
i=1

(µ̂Bayes
i − µi )

2
)

= N · B (5)

compared with

E
(
||µ̂MLE − µ||2

)
= N

Again, µ̂Bayes has only B times the risk of µ̂MLE .

This is fine if we know M and A (or equivalently M and B). If not, we might
try to estimate them from x = (x1, ..., xN). Marginally,

xi ∼ N(M,A + 1)

independently for i = 1, 2, ...,N. Then M̂ := x̄ is an unbiased estimate of M.
Moreover,

B̂ = 1− N − 3

S
[S =

N∑
i=1

(xi − x̄)2]

unbiasedly estimates B, as long as N > 3 (see Notes and Details pg. 105).

———————
x = µ+ error where µ ∼ N(M,A) and error ∼ N(0, 1). 8/33



The James–Stein Estimator

The James–Stein estimator is the plug-in version of µ̂Bayes

µ̂JS
i = M̂ + B̂(xi − M̂) i = 1, ...,N (5′)

or equivalently

µ̂JS = M̂ + B̂(x − M̂) M̂ = (M̂, ..., M̂)′

The terminology “empirical Bayes” seems especially apt: Bayesian model (3)
leads to the Bayes estimator (4), which itself is estimated empirically (i.e.,
frequentistically) from all the data x .

µ̂JS cannot perform as well as the actual Bayes’ rule µ̂Bayes , but the increased
risk is surprisingly modest. The expected squared risk of µ̂JS under model (3) is

E
(
||µ̂JS − µ||2

)
= N · B + 3(1− B) (6)

(see Notes and Details pgs. 105,106). If, say, N = 20 and A = 1, then (6)
equals 11.5, compared with true Bayes risk 10 from (5), much less than risk 20
for µ̂MLE .
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James–Stein Theorem

Suppose that
xi |µi ∼ N(µi , 1) (7)

independently for i = 1, ...,N, with N ≥ 4. Then

E
(
||µ̂JS − µ||2

)
< N = E

(
||µ̂MLE − µ||2

)
(8)

for all choices µ ∈ RN . The expectations are with µ fixed and x varying
according to (7).

In the language of decision theory, equation (8) says that µ̂MLE is inadmissible:
its total squared error risk exceeds that of µ̂JS no matter what µ may be. This
is a strong frequentist form of defeat for µ̂MLE , not depending on Bayesian
assumptions.

Efron, B. (2010) Large-Scale Inference: Empirical Bayes Methods for
Estimation, Testing and Prediction.
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James–Stein Theorem

� The James–Stein theorem came as a rude shock to the statistical
world of 1961.

� First of all, the defeat came on MLE’s home field: normal
observations with squared error loss. Fisher’s “logic of inductive
inference,” Chapter 4, claimed that µ̂MLE = x was the obviously
correct estimator in the univariate case, an assumption tacitly
carried forward to multiparameter regression problems, where
versions of µ̂MLE were predominant.

� There are still some good reasons for sticking with µ̂MLE in
low-dimensional problems, as discussed in last Section. But
shrinkage estimation, as exemplified by the James–Stein rule,
has become a necessity in the high-dimensional situations of
modern practice.
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The Baseball Players

The batting averages of 18 Major League players have been observed over
the 1970 season.

We would like to predict TRUTH from the early-season observations.
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The Baseball Players

We suppose that each player’s MLE value pi (his batting average

in the first 90 tries) is a binomial proportion,

pi ∼ Bi(90,Pi )/90

Here Pi is his true average, how he would perform over an infinite

number of tries; TRUTHi is itself a binomial proportion, taken

over an average of 370 more tries per player.
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The Baseball Players

At this point there are two ways to proceed. The simplest uses a

normal approximation

pi ≈ N(Pi , σ
2
0) σ20 = p̄(1− p̄)/90

with p̄ = 0.254 the average of the pi values. Letting xi = pi/σ0,

applying (5’), and transforming back to p̂JSi = σ0µ̂
JS
i gives

James-Stein estimates

p̂JSi = p̄ +
(

1− (N − 3)σ20∑
(pi − p̄)2

)
(pi − p̄). (9)
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The Baseball Players

A second approach begins with the arcsin transformation

xi = 2(n + 0.5)1/2 sin−1
[(npi + 0.375

n + 0.75

)1/2]
(10)

n = 90 (column labeled x in the Table), a classical device that produces
approximate normal deviates of variance 1.

Using (5’) gives µ̂JS
i which is finally inverted back to the binomial scale,

p̂JS
i =

1

n

[n + 0.75

n + 0.5

( sin µ̂JS
i

2

)2
− 0.375

]
(11)

Formulas (9) and (11) yielded nearly the same estimates for the baseball
players; the JS column in Table is from (11). James and Stein’s theorem
requires normality, but the James–Stein estimator often works perfectly well in
less ideal situations.
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The Baseball Players

That is the case in Table 7.1:

18∑
i=1

(MLEi − TRUTHi )
2 = 0.0425

while
18∑
i=1

(JSi − TRUTHi )
2 = 0.0218

The James–Stein estimator reduced total predictive squared error by
about 50%.
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The Baseball Players

Figure illustrates the shrinking process for the baseball player

The James–Stein rule describes a shrinkage estimator, each MLE value xi
being shrunk by factor B̂ toward the grand mean M̂ = x̄ .

µ̂JS
i = x̄ + B̂(xi − x̄) i = 1, ...,N (5′) 17/33



Shrinking

To see why shrinking might make sense, let us return to the original
Bayes model (4)

µi ∼ N(M,A) and xi |µi ∼ N(µi , 1)

and take M = 0 for simplicity, so that the xi are marginally N(0,A + 1).
Even though each xi is unbiased for its parameter µi , as a group they are
“overdispersed”

E
( N∑

i=1

x2i

)
= N(A + 1) compared with E

( N∑
i=1

µ2
i

)
= NA

The sum of squares of the MLEs exceeds that of the true values by
expected amount N; shrinkage improves group estimation by removing
the excess.
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Shrinking

In fact the James–Stein rule “overshrinks” the data, as seen in the

bottom two lines of Figure , a property it inherits from the

underlying Bayes model: the Bayes estimates µ̂Bayesi = Bxi have

E
( N∑

i=1

(
µ̂Bayesi

)2)
= NB2(A + 1) = NA

A

A + 1

overshrinks E
(∑N

i=1 µ
2
i

)
= NA by a factor A/(A + 1).
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Shrinking

The most extreme shrinkage rule would be “all the way,” that is, to

µ̂NULL
i = x̄ for i = 1, ...,N

NULL indicating that in a classical sense we have accepted the null

hypothesis of no differences among the µi values.

The James–Stein estimator is a databased rule for compromising

between the null hypothesis of no differences and the MLE’s tacit

assumption of no relationship at all among the µi values. In this

sense it blurs the classical distinction between hypothesis testing

and estimation.
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2. Ridge Regression



Linear regression

In the usual notation, we observe an n-dimensional vector y =

(y1, ..., yn) from the linear model

y = Xβ + ε

Here X is a known n × p structure matrix, β is an unknown p-

dimensional parameter vector, while the noise vector ε = (ε1, ..., εn)

has its components uncorrelated and with constant variance σ2,

ε ∼ Nn(0, σ2I )
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Least squares estimate

The least squares estimate β̂ is the minimizer of the total sum of

squared errors,

β̂ = argmin
β

{
||y − Xβ||2

}
It is given by

β̂ = S−1X ᵀy

where S is the p× p inner product matrix, S = X ᵀX . β̂ is unbiased

for β and

β̂ ∼ Np(β, σ2S−1)

β̂ is the MLE of β.

In modern applications, p has grown larger and larger, sometimes

into the thousands or more causing statisticians again to confront

the limitations of high-dimensional unbiased estimation.
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Ridge regression

Ridge regression is a shrinkage method designed to improve the es-

timation of β in linear models. A ridge regression estimate β̂(λ) is

defined, for λ ≥ 0 , to be

β̂(λ) = (S + λI )−1X ᵀy = (S + λI )−1Sβ̂

β̂(λ) is a shrunken version of β̂, the bigger λ the more extreme the

shrinkage: β̂(0) = β̂ while β̂(∞) equals the vector of zeros.
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Example

442 patients in the diabetes study; we wish to predict disease progression
at one year “prog” from the 10 baseline measurements age, sex,...,glu.

Figure 1: Ridge coefficient trace for the standardized diabetes data
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Example

———————–
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Bayesian rationale for ridge regression

Ridge regression amounts to an increased prior belief that β lies near 0. 26/33



Penalizaed least squares

There is still another way to motivate the ridge regression estimator

β̂(λ) = arg min
β

{
||y − Xβ||2 + λ||β||2

}
Differentiating the term in brackets with respect to β shows that
β̂(λ) = (S + λI )−1X ᵀy .

If λ = 0 describes the ordinary least squares algorithm; λ > 0 penalizes choices
of β having ||β|| large, biasing β̂(λ) toward the origin.

Various terminologies are used to describe algorithms such as: penalized least
squares; penalized likelihood; maximized a-posteriori probability (MAP);and,
generically, regularization describes almost any method that tamps down
statistical variability in high-dimensional estimation or prediction problems.

A wide variety of penalty terms are in current use, the most influential one
involving the “`1 norm” ||β||1 =

∑p
i=1 |βj |,

β̃(λ) = arg min
β

{
||y − Xβ||2 + λ||β||1

}
the so-called Lasso estimator. Despite the Bayesian provenance, most
regularization research is carried out frequentistically, with various penalty
terms investigated for their probabilistic behavior regarding estimation,
prediction, and variable selection.
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JS rule in regression

If we apply the James–Stein rule to the normal model, we get a different

shrinkage rule for β, say β̃
JS

,

β̃
JS

=
(

1− (p − 2)σ2

β̂
′
Sβ̂

)
β̂

(see Notes and Details pg. 107). Letting µ̃JS = X β̃
JS

be the corresponding
estimator of µ = E(y), the James–Stein Theorem guarantees that

E
(
||µ̃JS − µ||2

)
< pσ2

no matter what β is, as long as p ≥ 3. There is no such guarantee for ridge
regression, and no foolproof way to choose the ridge parameter λ.

On the other hand, β̃
JS

does not stabilize the standard deviations, as in the
sd(0.1) column of Table 7.3. The main point here is that at present there is no
optimality theory for shrinkage estimation. Fisher provided an elegant theory
for optimal unbiased estimation. It remains to be seen whether biased
estimation can be neatly codified.
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3. Indirect Evidence



Indirect Evidence

A downside to shrinkage estimation. One thousand simulations were run, each
one generating simulated batting averages

p∗i ∼ Bi(90,TRUTHi )/90, i = 1, ..., 18

These gave corresponding James–Stein (JS) estimates (9), with
σ2
0 = p̄∗(1− p̄∗)/90.

Table (next slide) shows the root mean square error for the MLE and JS
estimates over 1000 simulations for each of the 18 players.

( 1000∑
j=1

(p∗ij − TRUTHi )
2
)1/2

and
( 1000∑

j=1

(p̂∗JSij − TRUTHi )
2
)1/2

As foretold by the James–Stein Theorem, the JS estimates are easy victors in
terms of total squared error (summing over all 18 players). However, p̂∗JSi loses
to p̂∗MLE

i = p∗i for 4 of the 18 players, losing badly in the case of player 2.
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Indirect Evidence
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Indirect Evidence

Strikingly, all 1000 of the values lie below TRUTH2 = 0.346. Player 2 could
have had a legitimate complaint if the James–Stein estimate were used to set
his next year’s salary.
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Indirect Evidence

� The four losing cases for p̂∗JSi are the players with the two largest and
two smallest values of the TRUTH. Shrinkage estimators work
against cases that are genuinely outstanding (in a positive or negative
sense).

� Player 2 was Roberto Clemente. Clemente had led the league in
batting over the previous several years, and shouldn’t be thrown into
a shrinkage pool with 17 ordinary hitters. Of course the James–Stein
estimates were more accurate for 14 of the 18 players.

� Shrinkage estimation tends to produce better results in general, at
the possible expense of extreme cases.
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Indirect Evidence

� Compromise methods are available.

� The rmsJS1 column of Table refers to a version of p̂JSi in which
shrinkage is not allowed to diverge more than one σ0 unit from p̂i ; in
formulaic terms,

p̂i
JS1 = min{max{p̂JSi , p̂i − σ0}, p̂i + σ0}

� This mitigates the Clemente problem while still gaining most of the
shrinkage advantages.

� The use of indirect evidence amounts to learning from the experience
of others, each batter learning from the 17 others in the baseball
examples. “Which others?” is a key question in applying
computer-age methods. Chapter 15 returns to the question in the
context of false-discovery rates.
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